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Abstract—This paper introduces MedBERT, a new pre-
trained transformer-based model for biomedical named entity
recognition. MedBERT is trained with 57.46M tokens collected
from biomedical-related data sources, i.e. datasets acquired
from N2C2, BioNLP, CRAFT challenges, and biomedical-related
articles crawled from Wikipedia. We validate the effectiveness
of MedBERT by comparing it with four publicly available
pre-trained models on ten biomedical datasets from BioNLP and
CRAFT shared tasks.
Our experimental results show that models fine-tuned on
MedBERT achieve state-of-the-art performance in nine datasets
that predict Protein, Gene, Chemical, Cellular/Component,
Gene Ontology, and Taxonomy entities. Specifically, the model
achieved an average of 84.04% F1-micro score on ten test sets
from BioNLP and CRAFT challenges with an improvement of
3.7% and 7.83% as compared to models that were fine-tuned on
BioBERT and Bio ClinicalBERT, respectively.

I. INTRODUCTION

With the advancement in information technology and med-
ical facilities, the generation of electronic medical records
(EMR) has increased significantly [1]. The capability of rec-
ognizing various biomedical entities from a huge amount of
biomedical documents automatically thus becoming more criti-
cal. This task is usually referred to as the task of Named Entity
Recognition (NER) in the biomedical domain. NER is tradi-
tionally referred to as a Natural Language Processing (NLP)
task that extracts required entities, e.g. location, person name,
time, from text-based documents. In the biomedical domain,
NER is adapted to recognize the biomedical entities of interest
such as chemicals, diseases, proteins, cellular components, and
molecular functions.

In recent years, transformer-based pre-trained models [2]
have been widely adopted in biomedical NER systems. There
is a wide range of pre-trained models: from models that are
trained on general domain text such as BERT and DistilBERT
to models that are trained specifically on the biomedical domain
such as Bio ClinicalBERT and BioBERT that are trained on
PubMed and MIMIC III [3] corpus. Both Bio ClinicalBERT
and BioBERT have achieved good results on their matched
test sets, i.e. NCBI Disease [4], 2010 i2b2/VA [5], BC5CDR
[6], and JNLPBA [7]. However, the models did not perform
well on other datasets like BioNLP [8, 9] and CRAFT [10]

which have different biomedical disciplines, i.e. Cell Ontology,
Gene Ontology, and Sequence Ontology. This may be mainly
due to the differences in linguistic characteristics between
multiple biomedical disciplines. This motivates us to develop
a pre-trained biomedical transformer-based model to cover
biomedical disciplines on a larger scale.

This paper introduces a new transformer model for the
biomedical domain, namely MedBERT, which is pre-trained by
initiating from Bio ClinicalBERT and adapted on large medical
corpora collected from multiple sources, specifically National
NLP Clinical Challenges (N2C2)1, BioNLP Corpus [11], and
CRAFT Corpus [12]. We evaluated the effectiveness of using
generic versus clinical-based transformer models for identifying
biomedical entities from clinical/biomedical texts. Specifically,
we used BERT [2], and DistilBERT [13] for generic domain
and MedBERT, BioBERT [14], and Bio ClinicalBERT [15] for
clinical domain. Experimental results show that NER models
that are fine-tuned from MedBERT outperform models that are
fine-tuned on the existing generic and clinical transformers.

In summary, our contributions are as follows:
• We developed and released MedBERT, a state-of-the-

art pre-trained transformer-based model for biomedical
named entity recognition. The model outperforms BERT,
DistilBERT, Bio ClinicalBERT and BioBERT on 9 out of
10 shared tasks across BioNLP [9, 8] and CRAFT [16]
challenges. The model is made publicly available2.

• We report our experimental results on the effectiveness
of using generic and clinical transformer-based models
on biomedical named entity recognition tasks. The ex-
perimental results are documented and could be easily
replicated using our released NERP3 package. This can
stand as a referenced baseline for future development on
the task.

The rest of this paper is organized as follows. Related studies
are presented in Section II. Subsequently, Sections III and
IV describe the proposed pre-trained model and fine-tuning
processes respectively. The datasets and the experiment settings

1https://portal.dbmi.hms.harvard.edu/projects/n2c2-nlp/
2https://huggingface.co/Charangan/MedBERT
3https://github.com/Chaarangan/NERP
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are presented in Section V followed by the discussion of results.
Lastly, we conclude this work in Section VI.

II. RELATED WORK

Many techniques have been introduced for biomedical infor-
mation extraction (IE), classification, and named entity recogni-
tion. Earliest extraction models [17] [18] [19] relied on the rule-
based approach with semantic dictionary to extract drug, gene
and protein entities from biomedical records. Knowledge bases
such as MetaMap and semantic lexicons were used to identify
the drug mentions. These models required domain knowledge
and manual work to produce effective rules for the extraction.
Hence rule-based models are inefficient to maintain due to the
multidisciplinary nature of the medical domain.

As opposed to the deterministic nature of rule-based ap-
proaches, Machine Learning (ML) approaches utilize data to
generate probabilistic models. One robust classifier of the ML
approach is the Support Vector Machine (SVM) where the
hyperplane separates the boundary of each distinct class or
entity. Studies have explored SVM for biomedical named entity
recognition where [20] makes use of subclass splitting, POS
tagging, and HMM states features to tackle data sparseness
problems. [21] introduced two-phased SVM with a lookup
table where one SVM identifies an entity while the other is
tasked with classification. Although these early ML techniques
have shown to achieve great performance, the datasets used in
the experiments are relatively small. When large volumes of
documents are available, SVM NER models could not scale
proportionally [22].

The rise of deep learning techniques introduced neural net-
work models such as RNN, LSTM, and Transformer that can
leverage huge amounts of annotated data to learn a better word
representation or create word embeddings [23]. These word
embeddings are often utilized as an initial embedding layer,
fine-tuned, or can be pre-trained further in-domain medical data
by taking advantage of a large amount of un-annotated clinical
data [24] [25].

Transformer models such as Bidirectional Encoder Repre-
sentations from Transformers (BERT) [2] and their variants
are widely used word embedding models and have shown
to give good results for biomedical entity extraction tasks.
BioBERT (BERT for Biomedical Text Mining) [14], pre-trained
on large-scaled biomedical data, significantly outperforms pre-
vious state-of-the-art models on biomedical NER tasks while
Bio Clinical BERT [15] further improved BioBERT perfor-
mance by pre-training and fine-tuning with clinical text.

However, there is no study exploring transformers spe-
cialized for multiple biomedical entities even though stud-
ies from the clinical domain have reported that BioBERT
and Bio ClinicalBERT outperform many benchmarks, e.g.
MedNLI, and i2b2. In this study, we systematically examined
widely used transformer models for biomedical named entity
extraction and developed an open-source clinical transformer-
based model specialized for multiple biomedical disciplines.

III. PROPOSED MEDBERT

A. MedBERT pre-training Corpus

BioBERT and Bio ClinicalBERT were trained on biomedical
and clinical domain data, and they outperform the traditional
BERT on the task of biomedical named entity recognition from
medical text and clinical narratives [14, 15]. However, some
studies [26, 14, 15] have shown that they did not perform well
on data from different biomedical domains data like BioNLP
and CRAFT community corpora.

To tackle a wider range of medical context domains, Med-
BERT is pre-trained on text corpora comprising multiple
medical-related data sources, i.e. articles provided by N2C2
challenges (N2C2 Corpus), articles released under the BioNLP
project4 (CRAFT Corpus and BioNLP Corpus), and biomedical
related articles crawled from Wikipedia (Wikipedia Corpus).
Specifically, N2C2 Corpus is a collection of articles released
in N2C2 2018 and N2C2 2022 challenges as supplements to
the tasks. CRAFT Corpora consists of 67 full-text open-access
biomedical journal articles from PubMed Central that covers
a wide range of biomedical domains including biochemistry
and molecular biology, genetics, developmental biology, and
computational biology. BioNLP Corpus contains the rest of the
articles released under the BioNLP project. The articles cover
multiple biomedical disciplines such as molecular biology, IE
for protein and DNA modifications, biomolecular mechanisms
of infectious diseases, habitats of bacteria mentioned, and
bacterial molecular interactions and regulations. For Wikipedia
Corpus, we acquire the biomedical-related articles in the fol-
lowing steps:

• Firstly, we created a dictionary consisting of ∼5k biomed-
ical named entities. The names are randomly selected
from the labeled NER datasets that we selected for the
fine-tuning NER presented in Section IV. Each entry in
the dictionary is then used as search terms to find the
relevant articles in Wikipedia using a python package
namely “wikipedia”5. As a result, we crawled more than
10k Wikipedia pages, with approximately 794k sentences.

• Secondly, we filtered irrelevant articles that were acciden-
tally crawled from Wikipedia since it contains keywords
that are the same as medical terms. For instance, “Arv”
is a medical name, but it is also an album name. We
used XenC [27] to find the text that is relevant to the in-
domain data, i.e. N2C2, BioNLP, and CRAFT, from the
out-of-domain dataset, i.e. crawled Wikipedia text. XenC
is used to compute the difference between cross-entropy
scores of sentences from the crawled Wikipedia text and
the in-domain text. We then selected only sentences with
a cross-entropy score that was less than 0.55, this is about
70% of total crawled sentences.

Table I presents the number of sentences and words obtained
for each corpus after pre-processing. Specifically, N2C2 Cor-
pus contains 1.23M of sentences and 19.25M of words. The

4http://bionlp.sourceforge.net/index.shtml
5https://pypi.org/project/wikipedia/
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TABLE I: In-domain text corpora used for pre-
training MedBERT

Corpus No. of Sentences No. of Words

N2C2 Corpus 1.23M 19.25M

CRAFT Corpus 0.26M 6.90M

BioNLP Corpus 0.45M 12.77M

Wikipedia Corpus 0.79M 18.54M

CRAFT corpora consist of 0.26M sentences and 6.90M words,
and BioNLP Corpus contains 0.45M sentences and 12.77M
words, respectively. Lastly, we obtained 794k sentences and
18.54M words for the Wikipedia corpus.

B. Pre-training MedBERT

The overall process of pre-training MedBERT is illustrated
in Figure 1.

1) Word tokenization: To mitigate the out-of-vocabulary
issue that is commonly observed in biomedical text processing,
we use WordPiece [28] algorithm to convert each word into a
subword sequence. After tokenization, words that are not in
the vocabulary are represented by a sequence of subwords,
e.g. the word Buspirone is represented by “Bus”, “##piron”.
In a subword, “##” means that the rest of the token should
be attached to the previous word, without space for decoding
or reversal of the tokenization. To have better coverage of the
biomedical terms, the wordpiece vocabulary is derived from the
training corpus in Table I.

2) Model Training: The network weights of the MedBERT
are initialized from the Bio ClinicalBERT model [15]. In the
first stage, we train the MedBERT model on data from N2C2
Corpus, BioNLP Corpus, and CRAFT Corpus for the first
150k steps and checkpoints have been saved every 25k steps.
Subsequently, it was trained on Wikipedia Corpus for the next
50k steps, and checkpoints are saved every 25k steps.

When evaluating the development sets, we found that the
200k pre-training steps were optimal. For the rest of this paper,
we refer to the model obtained from 200k steps as MedBERT.
For the other hyper-parameters, we used the dupe factor at 5
for duplicating input data with different masks and the max
predictions per sequence are set at 22. The masked language
model probability of 0.15 was used when creating the pre-
training input data from the original text corpora. Maximum
length, batch size, and learning rate are set at 256, 16, and
0.0001 respectively.

IV. FINE-TUNING BERT-BASED MODELS FOR
BIOMEDICAL NER

A. Network Architecture for Fine-tuning

To evaluate the effectiveness of using generic and clinical
transformer-based models for the biomedical NER tasks, we
employed the same network architecture as depicted in Figure
2. This architecture is inspired by previous works such as [29]

Fig. 1: Overview of the pre-training of MedBERT.

and [30]. The architecture has been proven to work best for
the task. Specifically, the network consists of four layers as
follows:

• Transformer-based model layer: The layer allows us to
employ different transformer-based models for the evalu-
ation.

• Bidirectional Long Short-Term Memory layer: This layer
consists of two LSTM networks: one processes the input in
a forward direction and another one processes the input in
a backward direction and provides contextual information
on training samples surrounding each token. It receives
the transformer output, processes each sentence token-by-
token, and produces an intermediate representation.

• Fully connected linear layer: It connects every input
neuron to every output neuron to produce the final output.
Also, it helps to reshape the output of the transformer
model into 3 dimensions, i.e., batch size, number of inputs,
and number of outputs. The intermediate representation
from the BiLSTM layer is used as an input for the linear
layer. Then the reshaped output is passed to the next layer.

• CRF layer: CRF is tagging algorithm that learns the task
objective and constraints from the model training and
makes sure that it returns the most accurate combination
of predicted tags.

B. Selected Pre-trained Transformer Model

1) Generic Models: We adopted BERT and DistilBERT as
generic transformer-based models for our evaluation. A brief
description of the two models is as below:

• BERT (bert-base-uncased): [2]: The first and most suc-
cessful transformer-based model was trained and released
by researchers at Google AI Language. It has been pre-
trained with masked language modeling and next sentence
prediction objectives on a dataset of 800M words from
Toronto Book Corpus and 2500M words from English
Wikipedia. BERT has been used in a wide range of text
processing applications and significantly outperformed tra-
ditional systems.

• DistilBERT (distilbert-base-uncased) [13]: DistilBERT
was released in 2020. It is a smaller, faster, cheaper, and
lighter version of BERT. Compared to BERT-base, it has
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Fig. 2: Network Architecture for Fine-tuning

40% fewer parameters and achieves 0.6% less accuracy
than BERT in IMDB sentiment classification tasks.

2) Clinical Models: In the past few years, variations of
BERT in the clinical domain have been released. Specifically,
BioBERT was released by [14] and Bio ClinicalBERT was
released by [15]. In this work, in addition to the proposed
MedBERT, we evaluate both BioBERT and Bio ClinicalBERT.

• MedBERT: The proposed pre-trained model for biomed-
ical NER.

• BioBERT (biobert-base-cased-v1.2): It is a domain-
specific language model pre-trained on a large-scale
biomedical domain corpus. It was reported to outperform
BERT and other state-of-the-art models in some biomed-
ical tasks.

• Bio ClinicalBERT (Bio ClinicalBERT): It was initial-
ized from BioBERT & pre-trained on all MIMIC III, a
database containing electronic health records from ICU
patients at the Beth Israel Hospital in Boston, MA) notes.

V. EXPERIMENTS

A. Datasets for fine-tuning
Table II shows the distribution of entities for train, develop-

ment, and test sets of the ten datasets that are selected for fine-
tuning transformer models. The datasets are organized by [11]
and made publicly accessible on Github6. A brief description

6https://github.com/cambridgeltl/MTL-Bioinformatics-2016

of the datasets is as follows.
1) BioNLP13GE: The dataset was created for GENIA Event

Extraction in BioNLP 2013 shared task. It contains 20
full paper articles sourced from the PubMed Central
Open Access subset. There are a total of 7721 manually
annotated protein names in the dataset [11].

2) BioNLP13PC: It consists of 525 PubMed abstracts and
annotated close to 16,000 bio-molecular entities.

3) BioNLP13CG-chem and BioNLP13CG-ggp: The datasets
are built from 600 PubMed abstracts by annotating
over 17,000 events. BioNLP13CG-chem contains an-
notated entities for genes, RNA, and proteins while
BioNLP13CG-ggp contains annotated entities for simple,
non-repetitive chemical entities.

4) BioNLP11ID-chem: The dataset contains primary text
content of articles that is annotated with mentions of
chemical compounds such as “NaCl”. The article is
selected by infectious diseases domain experts from full-
text PMC open access documents

5) CRAFT: The dataset contains 67 annotated full-text
biomedical journal articles from PubMed Central Open
Access Subset. The journal articles are drawn from
diverse biomedical disciplines and are completely an-
notated. The annotated entities are Sequence Ontology,
Gene Ontology, Cell Type Ontology, Chemical Entities
of Biological Interest ontology, NCBI Taxonomy, and
Protein Ontology. We use the annotated physical entities
from this corpus.

6) CRAFT-ggp: The dataset is selected from the CRAFT
dataset with only annotated entities and sub-entities for
Gene Ontology.

7) CRAFT-cell: The dataset is elected from the CRAFT
dataset with only annotated entities and sub-entities for
Cell Ontology.

8) CRAFT-chem: The dataset is selected from the CRAFT
dataset with only annotated entities and sub-entities for
Chemical Entities of Biological Interest.

9) CRAFT-species: The dataset is selected from the CRAFT
dataset with only annotated entities and sub-entities for
NCBI Taxonomy.

B. Experiment Settings

For each data set listed in Table II, we use the train,
validation sets to fine-tune every pre-trained model and test set
for reporting the experimental results. During the fine-tuning
process, the same set of hyper-parameters is used. Specifically,
a maximum length of 256 was selected and a batch size of
32 was selected across all tasks. We set the learning rate as
0.0001 along with the AdamW optimizer. Finally, we run the
experiments on each dataset for 10 epochs.

C. Discussion of results

Table III shows the experimental results on biomedical entity
extraction tasks using the selected transformer models on ten
public clinical NER datasets described in Section V-A.
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TABLE II: Distribution of the biomedical NER datasets used for fine-tuning

Dataset Entities No. of Entities Distribution

Train Validation Test

BioNLP13GE [31] Protein 12,057 3,566 4,132 4,359

BioNLP13PC [31] Gene/Protein, Complex, Chemical,
Cellular/ Component

15893 7,853 2,734 5,306

BioNLP13CG-chem [31] Chemical 2,270 1,097 446 727

BioNLP13CG-ggp [31] Gene/Protein 7,908 4,028 1,360 2,520

BioNLP11ID-chem [32] Chemical 973 594 131 248

CRAFT-ggp [10] Gene/Protein 16,114 8,531 2,301 5,282

CRAFT-cell [10] Cell Line 5,495 2,894 832 1,769

CRAFT-chem [10] Chemical 6,802 3,377 1,044 2,381

CRAFT-species [10] Taxonomy 7,394 3,361 1,548 2,485

CRAFT [10] Gene/Protein, Cell Line, Chemi-
cal, Taxonomy, Gene Ontology, Se-
quence Ontology

57,634 29,026 9,727 18,881

TABLE III: Performance of biomedical NERs that fine-tuned and tested on ten selected datasets. Reporting score is
F1-Micro. The best scores are in bold, and the second-best scores are underlined.

Challenge Test set BERT DistilBERT Bio ClinicalBERT BioBERT MedBERT

BioNLP

BioNLP13GE 72.92 70.41 74.54 78.11 79.32

BioNLP13PC 86.27 85.42 88.62 89.92 89.32

BioNLP13CG-chem 71.75 69.51 80.03 78.69 82.06

BioNLP13CG-ggp 88.07 87.29 90.55 90.59 91.25

BioNLP11ID-chem 34.79 33.29 34.22 44.78 64.17

CRAFT

CRAFT-ggp 72.86 68.03 78.59 80.87 82.99

CRAFT-cell 72.77 81.65 53.76 80.22 84.55

CRAFT-chem 77.65 77.77 82.55 82.58 83.92

CRAFT-species 92.88 95.70 96.48 94.47 98.25

CRAFT 80.31 78.52 82.76 83.20 84.57

Average 75.03 74.76 76.21 80.34 84.04

1) Generic models vs clinical models: Experimental results
have clearly shown that the clinical models, presented in the
last three columns, has higher averaged F1-micro score than
the two generic models, i.e. BERT, and DistilBERT on most
of the test sets. For example, on the BioNLP13GE test set, the
Bio ClinicalBERT, BioBERT, and MedBERT models outper-
formed the BERT by 2.22%, 7.12%, and 8.78% respectively
in terms of F1-Micro score. The only exception was CRAFT-
cell where DistilBERT performs better than Bio Clinical and
BioBERT with 1.43% and 27.89% improvement respectively.
For a comparison between generic models, it can be seen
that BERT significantly outperformed DistilBERT by 3.22%
and 7.10% on BioNLP13CG-chem and CRAFT-ggp test sets.
However, they have similar performances on the rest of the test
sets.

2) Performance of MedBERT: MedBERT achieved the best
averaged F1-Micro scores on nine out of ten test sets as
compared to the other models. The highest jump is a 19.39%
absolute improvement on the BioNLP13CG-chem test set. The
highest F1-Micro score was obtained on the CRAFT-species
test set at 98.25%. In the exceptional case of the BioNLP13PC
test set, MedBERT is only 0.6% behind the best F1-Micro score
obtained by BioBERT. But, in terms of individual f1 scores of
both models for this dataset, MedBERT only performed slightly
poorer than BioBERT in predicting ”Complex” entity. This may
be due to the lack of pre-training data that are related to the
complex.

3) Comparison between BioBERT and Bio ClinicalBERT:
Another interesting observation is that BioBERT outperformed
Bio ClinicalBERT on seven out of ten test sets. This is prob-
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ably because BioBERT has pre-train and thus has the prior
knowledge about the biomedical entities from the PubMed
text which most of the test sets are based on. On the other
hand, Bio ClinicalBERT is specialized for clinical notes from
MIMIC III which are less likely to be relevant to the test sets.

Overall, the experiment results demonstrated that it is nec-
essary to pre-train transformer-based models using relevant
domain text when fine-tuning them for that particular domain,
in our case NER for various biomedical disciplines.

VI. CONCLUSIONS

In this study, we proposed MedBERT for biomedical Named
Entity Recognition. MedBERT is trained from a diverse
biomedical-related corpus in different disciplines. We com-
pared the performance of MedBERT and four other popular
pre-trained BERT models by fine-tuned and testing them on
ten biomedical datasets. The experimental results show that
the MedBERT encodes richer biomedical information, thus it
achieves the best average F1-Micro scores on nine out of ten
test sets.

Moreover, with a minimal task-specific architectural mod-
ification, we hope that MedBERT can be applied to other
biomedical NLP tasks through fine-tuning. The pre-trained
weights of MedBERT are made publicly available at Google
Drive7 and the source code for the fine-tuning of all transformer
models is available at GitHub8.
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